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3. Light as power 

In the previous chapter we began with the frequency and photon 
energy of light, derived the optically and visually important metric 
of wavelength from both, then described the spectral 
characteristics of a source as its relative spectral power distribution 
across all wavelengths of the visible spectrum. Now we turn to the 
bulk description of light as luminous power, or visible radiant 
energy as passing through a specified area of space within a fixed 
unit of time.  

Considered as luminous power, qualities such as frequency, 
diffraction, interference or polarization are not important. We 
essentially describe light as photon energy fleeing from sources 
along straight line light rays. Power is the sum of photon energies 
that we observe passing through a specific part of space within one 
second. The key questions are how and where in space we count 
the photons, and to provide the answer we apply the projective 
geometry of light. 

This geometry relies on five spatial concepts: location, direction, 
distance, projected area and solid angle. We measure distance 
from the location of the source point to the area or observer that 
receives the light; we calculate the area of the surface or the 
aperture of a light sensitive instrument where the photons are 
counted as power; we describe how the connection between 
source and area changes as they are located in different parts of 
space or are oriented in relation to each other.  

This is nearly the entire repertory of light. Lighting engineers, 
interior designers and digital artists of the videogame industry 
learn it in detail. Remarkably, it is rarely discussed in books that 
profess artistic principles, even though it describes how light paints 
the world to our view and has been a dominant visual theme across 
a huge range of artistic imagery, from European baroque painting 
to Hollywood film noir and 21st century videogames. 

Light in space 
Geometry is a toolkit of concepts that represent relations in 
physical space. To describe the behavior of luminous power in 
space and the structure of a visual image, the geometric concepts 
we need are quite basic: point, line and vector; plane or spherical 
area; and angle between two lines, or between surface and line.  

Ray  
The simplest description of light is as a light ray. Geometrically, the 
light ray is a vector — a straight line pointing in a specific direction 
from a specific point of origin. This accords with our observation of 
light projecting into darkness as "rays of light" (Figure 3.1a). It 
accurately describes the way that electromagnetic waves transmit 
power across space, provided we are not involved with the very 
small dimensions where diffraction occurs. 

  

Figure 3.1 – Light ray and visual ray. 

(a) The visual manifestation of light "rays". (b) Light rays as radially 
diverging from a source point and collected by the area of a receiving 
surface or aperture in space. (c) Visual rays as radially converging onto a 
viewpoint and collected as the angular extent of a projected area in the 
visual field. 

  

Light rays have direction because they move away from a "point" 
light source. The effect of this point source is to require all light 
rays to expand radially across time and three dimensional space 
from the same location, the source point (Figure 3.1b).  

The point source is a simplifying fiction. Interpreted literally as an 
emitting source, it requires an impossibly infinite concentration of 
energy. And within arbitrary limits of accuracy, the fiction does not 
have practical importance. Its real value is to specify the location of 
the source in space. Waves from different points on an oddly 
shaped or extended source consolidate into concentrically and 
then spherically expanding waves at a sufficiently far distance. 
Sources effectively radiate as point sources if they are 
approximately spherical (such as the sun or a dressing room light 
bulb), project a light cone from lenses or reflectors, or present a 
tiny angular extent at the observer's viewpoint. These practical 
approximations suggest the concept of a source point to anchor 
the most important information about radiant power — the 
location of the source in space — without implying anything about 
the physical size of the source itself. 

We can replace the source point with a viewpoint or observer 
location, and interpret a light ray converging on this point as a 
visual ray — a ray incident on the lens of a camera or the eye pupil 
of an observer (Figure 3.1c). Instead of viewing the vector from the 
side, as the length and direction of a path in space, we view it 
endwise as a specific angular location in the observer's visual field. 
The observer's viewpoint is, like the source point, a simplifying 
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fiction that requires all visual rays to converge at the observer's 
location. This convergence means that each ray is imaged as a 
single point at a unique angular location (up or down, left or right) 
in the visual field, and this location represents both the endpoint of 
the visual ray in the observer's eye and the origin point of the ray as 
a distant physical source.  

The theme of Figure 3.1 is that the source point and light ray, set 
beside the viewpoint and visual ray, correspond as the same 
projective geometry viewed in two very different frames of 
reference. This is the first of many examples we will encounter of 
some form of duality or mirror symmetry as a design theme in color 
vision — both in the correspondence between our color experience 
and the physical world, and as an enclosing complementarity or 
contrast within color vision itself.  

Plane area and central ray 
A single light ray is not very interesting: it contains no energy in 
itself, it just indicates the direction in which a wavefront of light is 
moving away from a source point. But several rays in combination 
can define a beam or projection of wavefronts that carry a specific 
quantity of power.  

We define this beam by means of a plane area that encloses all the 
light rays or visual rays of interest. This area can represent either a 
limited physical surface that absorbs, scatters or reflects the light, 
or a physical void or aperture that defines the beam by excluding 
other light.  

The plane serves three purposes. It allows us to define an area 
using the standard geometric formulas for a circle, rectangle, 
polygon or other plane figure. The location of the plane defines a 
specific distance, measured along a central ray, from the source 
point or viewpoint to the centroid or "center of balance" of the 
plane area. And third, the central ray identifies the spatial location 
of the plane in relation to the location of the source point or 
viewpoint, specifying the direction along which they are connected. 

Finally, we require the plane to be oriented so that the central ray is 
perpendicular or normal to the plane — that is, the plane is 
perpendicular either to the incident light or to the direction of view 
of an observer. This ensures that the surface or aperture receives 
the maximum luminous power from a source, admits the maximum 
luminous power through an aperture, or creates the largest color 
area in a visual field.  

  

Solid angle 
Rather than separately juggle a point location, direction of rays in 
space and plane area that selects rays of interest, we can combine 
them in a single geometric concept: the solid angle (Figure 3.2).  

A bit of a misnomer, the solid angle is neither a solid volume nor 
measured as an angle. Instead, it defines a constant ratio between 
distance and area — a ratio that captures the projective behavior 
of light in space.  

  

Figure 3.2 – Solid angle and projected area. 

A solid angle as a circular right cone with radius angle θ, the central ray as its 
axis and the apex at the source point of a measurement sphere or the 
viewpoint of a visual field. The projection of a circular steradian is shown as 
a blue cone. The relative dimensions of a square and circular steradian area 
and the projected area A' are shown for comparison. 

  

A solid angle (denoted ω) is defined on the plane area A at distance 
r from the source point and normal to the directed central ray as:  

 ω(A) = A / r2 steradian 

where area and distance are measured in the same linear units. 
Solid angles are measured in units of the steradian (sr) or squared 
radian. A radian is the angle between two radii of a circle that 
defines an arc distance along the circumference (blue curve in 
Figure 3.2) that is equal to the length of the radius: 180/π or 57.3º . A 
steradian is the area on the surface of a sphere that is equal to the 
radius (r) of the sphere squared. 

One steradian represents a very large solid angle — comprising 
about 1/4π or 8% of a sphere's total surface area. Using the radius of 
the earth as a physical example, one radian is equivalent to the air 
distance from New York to Berlin, and one steradian to the area of 
the Asian continent. But the steradian area of Asia is the same on 
the physical earth or on a small world globe: it is normalized on the 
radius squared (r2). This equates the solid angles defined on all 
possible physical spheres to the solid angles on a unit measurement 
sphere with a radius of 1. 

Solid angle in physical space 

Let's examine Figure 3.2 as a solid angle in physical space (Figure 
3.1b). We first calculate the circular plane area A, making sure that 
the plane is normal at its center (point C) to the central ray from 
the source point. The central ray then defines the distance r from 
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the sphere center to the plane area. In the diagram, the shape of 
this plane area is elaborated with additional rays (green lines) to 
the circumference of the plane area to clarify that area A defines 
the volume of a light cone containing all rays emitted from the 
source point that are incident on A.  

We next construct a unit measurement sphere around the source 
point and identify the area enclosed by the light cone where it 
passes through this sphere as the perspective projected area (A'), 
centered on the intersection of sphere and the central ray at C', 
where the spherical surface is parallel to the plane area. This area 
represents the solid angle in steradians, using the radius of the 
sphere (r) as the distance.  

An illustration: the moon has a linear diameter of about 3470 km, 
and the average distance from an observer on the surface of the 
earth to the center of the moon (the distance of its diameter) is 
about 378,000 km. Interpreting the moon as a circular disk, it has 
an area of 9.46 million square kilometers, and 9.46x106 / 378,0002 
equals a solid angle of 0.000066 steradian. A US quarter has a 
diameter of 24 mm and at my arm's length (about 700 mm) it 
defines a solid angle of 452/7002 or 0.00092 steradian — almost 14 
times larger than the full moon! 

If a solid angle is just the ratio between a plane area and linear 
distance squared, why use a spherical surface to define the 
projected area? Because any light ray emanating from a source at 
the center of the sphere will be exactly perpendicular to the 
surface of the sphere where the ray passes through it. This ensures 
that the light rays from a uniformly radiating source will have equal 
power at an equal distance from the source regardless of their 
divergence from the central ray. In the same way, when we define 
solid angles on color areas within the almost hemispherical visual 
field, the hemispherical geometry requires a color area to represent 
the same luminous power and cover the same apparent area no 
matter where it is positioned within the visual field.  

Solid angles are most often diagrammed as circular light cones, but 
a solid angle can be calculated on any shape. The square plane area 
of a wall or window (blue square in Figure 3.2) would form a four 
sided light pyramid with apex at the source point. A solid angle can 
represent an irregular area, including an area where rays are absent 
— for example, the "bat" shadow in the searchlight signal to 
Batman. A solid angle can even gather together separate areas, 
such as all the light squares on a checkerboard.  

I adopt a circular projected area to exemplify solid angles because 
it approximates the "blur error" caused by superimposing on the 
same central ray every possible geometrical outline (circles and 
snowflakes, pentagrams and crescents, squares and donuts) that 
encloses the same area. What matters is not the shape or 
contiguity enclosed by the solid angle but its area as a ratio to the 
squared distance. 

Solid angle in visual field 

Now let's consider Figure 3.2 as representing the same plane area A 
as it will appear in the visual field of an observer at the viewpoint 
(Figure 3.1c). In this situation the central ray represents the 
observer's direction of view and the measurement sphere 
represents the hemispherical visual field. We stipulate that the 
observer doesn't know the physical dimensions of the plane area 
itself nor its actual distance, which is almost always the case in our 
visual experience. Let's assume for example that A is the disk of a 
full moon.  

The visual field provides an observer with only one kind of 
dimensional information: angular extent or the angle between two 
points in the field. This must be measured using a visual instrument 
for the purpose, for example the ancient cross staff or the modern 
sextant or theodolite. There is also the method of using various 
comparison objects held at arm's length to represent standard 
angular extents — a graphite pencil for 0.5º, a US quarter for 2º, a 
baseball for 6º. Whatever the method, we end up with a numerical 
value for a two dimensional and visual rather than three 
dimensional and spatial object or surface.  

Once we have measured the appropriate angular extent — radius 
for a circular area, side for a square area — we can calculate the 
angular area. We first convert the angular extent to radians by 
dividing it by 57.3, then apply the appropriate plane formula. If A' is 
circular, we find the solid angle from the radius angle (θ) as: 

 ω(A') = 2π (1 – cos(θ)) steradian. 

Thus, the full moon disk has an average radius angle of 0.263º, 
which the formula interprets as a projected area of 0.000066 sr.  

The fact that we arrive at the same solid angle without knowing the 
actual physical dimensions in real space illustrates what we already 
know from experience: visual area has no consistent significance 
for the distance or size of objects in the real world. If we see an 
unfamiliar object detached from any distance cues, we usually 
cannot say how large or far it is. Humans have observed the solid 
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angle of the moon for millennia without any grasp of its actual 
distance or diameter. This is because the visual field, as an almost 
hemisphere presenting an image drawn from your eyes, has an 
undefined "distance" from your viewpoint. It is present but lacks 
any presence. 

The visual content of the circular steradian centered on your 
direction of view is a crowded mosaic of thousands of contiguous 
solid angles imaging ambiguously large and far physical areas. Most 
of these imaged areas are extremely small. Stand in front of any 
pair of vertical structures, as far from them as they are from each 
other: your field of view is then about 60º, a bit more than one 
radian wide and roughly the field width of an "almost wide angle" 
35mm lens, considered by some photographers to best reproduce 
the breadth of our useful visual field. Let your eyes roam within this 
area, and observe the many separate color areas you can identify 
within this radian wide view. You'll likely conclude that many 
hundreds of distinct color areas are in view at each moment of our 
color experience. 

  

Figure 3.3 – An environmental steradian. 

The space between the two poles represents a one radian width from the 
observer's viewpoint. Note that two overlapping shots were necessary to 
bracket one radian with the field of view of a cellphone camera. 

  

Each of these color areas defines a solid angle, and landscape views 
that include large, distant objects emphasize how solid angles can 
become very large physical areas with distance. In Figure 3.3, the 
observer stands as far from the two utility poles as they are from 
each other, forming a radian wide frame; the circular steradian 
drawn over the frame encloses the most important features in the 
visual field — the walker, the dogs, the neighborhood road, an 
approaching car and many distant trees. Complex habits of 
recognition and inference are necessary to see these projected 
areas as objects endowed with spatial distance, for example to 
conclude that the distant car is much larger than the black dog 
because the dog is much closer to the observer. 

The last observation is that most of the content of this central 
steradian of the visual field is routinely — well, not ignored exactly, 
but paid scant attention. We generally have a distinct, attentive 
view only of objects within the central perifoveal visual field, about 
20º wide; to read text or put a key in a lock, we use only the central 
1º or 2º of the visual field, less than 0.1% of the central steradian 

area. Starting with the basic geometry of the solid angle, we end up 
with a sense for the deep distance and size ambiguity of the visual 
field, the richness of its visual complexity, and how little of it we 
actually use to manage basic tasks like opening our front door. 
These are in fact the three basic features of the visual field in color 
experience: ambiguity, complexity, and central focus. 

Inverse squared distance 
Instead of treating A as an undefined physical area, we can replace 
it with a material surface of fixed size we define as an area of 1 
(such as one square meter), making it a unit area. Then the solid 
angle subtended by this unit area at distance r is: 

 ω(unit area) = 1 / r2 steradians . 

This is the principle of inverse squared distance at the heart of the 
solid angle.  

  

Figure 3.4 – Effect of inverse squared distance and foreshortening. 

(a) Inverse square area in comparison to a standard unit of area, showing 
decrease in the projected area with distance. (b) A steradian light cone 
below a table lamp, showing the effect of foreshortening and distance on 
the incident light. 

  

Figure 3.4a illustrates this effect in two ways. The amount of light 
projected by a source point into a circular steradian solid angle 
remains constant as distance increases, but the density or intensity 
of this light is diluted because it is distributed over a larger area. 
Alternately, the light incident on a constant surface area (dashed 
circles) is diluted with distance, because the solid angle that 
encloses the area at each distance (dotted light cones) captures a 
shrinking portion of the original solid angle. This means that a 
physical surface receiving all the luminous power at distance 1 
receives only 1/16 of that power at distance 4. This rule applies no 
matter which two distances we choose to compare. If we take 
distance 3 as the reference point (and therefore place it in the 
numerator), then the same area at distance 1 receives (3/1)2 or nine 
times the power of the area at 3. Inverse squared distance has a 
very large effect on luminous power. 

Inverse squared distance applies to projected area only. Projected 
width (angular extent) depends on the inverse distance (1/r) 
principle: an object twice as far away will appear half as wide, 
something 10 times farther away will appear 1/10 as large. 
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Figure 3.4a illustrates this as the decreasing angular extent of the 
light cones captured by the area at each distance.  

The inverse square principle requires that any constant change in 
distance will produce the largest change in solid angle and incident 
illumination when the source point and plane area, or the 
viewpoint and visible object, are not far apart in space. As distance 
increases, the difference in projected area produced by the same 
change in distance becomes smaller and, at large distances, 
becomes undetectable.  

This link between distance and the effect of a change in distance 
produces two familiar results. The first is proximity brightening 
from scattering surfaces near a source: the table just under the 
lamp in Figure 3.4b is much brighter than the table at the limit of 
one circular steradian. This proximity brightening extends to a 
physical and visual radius proportional to the luminous power of 
the lights and the surround illumination, and it also appears around 
the path of light from source to observer, for example as the 
nimbus around streetlights in fog or mist or the glow around the 
moon on a humid night. Light does not fall off equally with distance 
but is distinctly curtailed (Figure 3.8). 

The second result is approach acceleration, the illusion that an 
object of constant size traveling toward us at constant speed 
seems to increase in size and speed as it draws near. Because a 
change in distance has little effect on apparent size when objects 
are far away, we often underestimate their actual speed of 
approach. This is a well documented cause of traffic accidents, 
because drivers turning into traffic sometimes misjudge how 
quickly an oncoming car will reach them. 

Foreshortening 

The proximity brightening visible in Figure 3.4b falls off at the 
steradian circumference for a second reason: the light is not 
perpendicular to the surface of the table but is slanted to the 
normal at a 33º angle.  

When we defined the plane area, we required it to be 
perpendicular or normal to the incident light. But in real space 
surfaces are almost always oriented at an angle to incident light or 
to our viewpoint. This reduces their apparent area, like the area of 
a coin viewed edgewise. This reduction in the apparent area of an 
oblique surface as viewed from a source point or viewpoint is 
foreshortening.  

Foreshortening is represented on the perpendicular plane area by 
means of a rectilinear or parallel projected area (Figure 3.1c). This 
means the surface, aperture or three dimensional object is 
centered on the central ray, and lines parallel to the central ray are 
used to trace its outline into the plane.  

  

Figure 3.5 – Rectilinear and perspective projection. 

  

Here it's important to recognize that visual perception links 
together different projective systems (Figure 3.5). The perspective 
projection that applies both to the behavior of light rays from a 
source point and the visual rays to a viewpoint is also found in the 
convergent geometry of optics (Chapter 4) and the vanishing 
points of linear perspective. In all four cases, the projection is 
governed by a point — the source point, the viewpoint, the focal 
point or the vanishing point — that generates convergent or 
divergent lines. In contrast, the rectilinear projection produces 
consistent transformations of shape at a constant "actual size" as a 
projection produced by perfectly parallel lines. The rectilinear 
projection only applies to real objects in source space and always 
represents them "actual size" in a shape that perspective 
projection can image at an angular size consistent with distance. In 
other words, perspective projection has no effect on shape, and 
rectilinear projection has no effect on linear or angular size. 

However, both the shape and plane area of an object depend on its 
orientation to the central ray. The sole exception is a spherical 
object which has a constant shape and projected area as a circular 
disk in every orientation. But the projected shape of a cube may be 
a hexagon, polygon, rectangle or square, all with different 
projected areas on the plane perpendicular to the central ray. In 
addition, the rectilinear projection loses all information about the 
surface area of the object itself. The spherical moon is uniformly 
illuminated from the source point of the sun as a circular disk in the 
sky with a projected area proportional to π, but it receives the light 
as a hemispherical physical surface with an area proportional to 2π, 
twice as large. This digression illustrates that the projection of 
three dimensional objects is a complex topic, touched on in 
Chapter 5. For now, we assume a single, flat surface is tilted to the 
central ray.  

We measure the amount of tilt as the incidence angle (θi) between 
the central ray and the surface normal (Figure 3.6b). Rays that are 
incident perpendicular to the surface have an incidence angle of 0º, 
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while oblique rays can have an incidence angle approaching 90º. 
Then we compensate for foreshortening with the cosine of the 
incidence angle cos(θi) multiplied into the physical area of the 
surface or the solid angle defined on it. This is the cosine correction 
for incidence angle. It is mathematically equivalent to a parallel 
projection of the surface, whatever its tilt, into a plane normal to 
the central ray. 

  

Figure 3.6 – Incidence angle and exitance angle in three regimes. 

(a) Light as it is scattered by a uniformly scattering surface, and as the 
scattered light is observed from a viewpoint. (b) A "point" source into an 
aperture or onto a material surface. (c) A plane source into an aperture or 
onto a material surface. 

  

Digital calculators will provide the cosine from a measured angle or 
triangular dimensions, and the inset diagram shows how the cosine 
can be visually measured or guesstimated by an observer. First 
visualize the surface normal as an arbitrary angular extent (orange 
line), then visualize the same length tilted to align with the incident 
light. The distance A at the end of this tilted length to the surface, 
as a proportion of the same length as the surface normal B, is the 
cosine. 

Most materials are scattering surfaces, but the actual effect is 
often misrepresented. Figure 3.6a shows that an ideal or perfectly 
scattering surface produces a spherical diffuse reflection over the 
incidence point, with the greatest amount of power projected 
normal to the surface and very little light scattered to the sides 
(green lines). In the ideal case, this "scattering sphere" seated at 
the incidence point is also constant regardless of the location of the 
source. That is, surface scattering gives an observer little 
information about the location of the source: in most 
environments, this information is supplied instead by shadow. 

However, no matter where the observer is located in relation to the 
scattering surface, the luminance of the scattered light remains 
constant, and this is represented as a hemispherical scattering over 
the incidence point (red lines). Viewed from one side, the visual 
area of the illuminated surface is reduced by foreshortening in 
exactly the same proportion as the scattered light is reduced by 
scattering angle, so the ratio of luminous power to visual area 
remains constant. An isolated and perfectly scattering surface gives 
the observer little or no information about his or her position or the 
orientation of the surface in relation to the source; and if the 
surface is viewed through a viewing aperture that obscures its 

edges and surroundings, the observer also cannot judge the 
amount of tilt of the surface to his direction of view. 

We don't usually notice the effect of foreshortening as a large 
change in surface illumination because color vision provides a much 
larger dynamic range than a photograph, and is relatively less 
sensitive to brighter areas than fainter ones, which minimizes the 
apparent brightness differences. We are also strongly habituated 
to "see through" surface variations in illumination in order to 
visualize the three dimensional form of objects: a huge amount of 
our color indifference is vested in seeing objects rather than the 
local illumination on them. 

As shown in Figure 3.6c, the cosine correction also applies to the 
exitance angle (θe) of an extended, flat source (such as a ceiling 
light panel) or a light admitting aperture (such as a skylight or 
window) tilted in relation to the central ray of an observer or 
surface area receiving the light. This can be omitted for uniformly 
radiating or "round" extended sources such as lamp bulbs. Sitting 
60º to one side of a window illuminated by the north sky, you 
receive about half the light than when directly in front of it. 

The same correction applies to the apparent size of a surface area 
in an observer's visual field when it is tilted to the observer's 
direction of view. At a 60º tilt to the observer's direction of view 
(the central ray of the visual field), the angular area of a surface in 
the visual field is reduced by half.  

Squared distance and foreshortening combined  
Distance to the source is effectively the same for all surfaces 
illuminated by the sun or moon and, because they are round, these 
sources radiate as a source point without an exitance angle. Under 
these sources of natural illumination only the surface incidence 
angle applies. 

However, both the inverse square principle of distance and the 
cosine correction for foreshortening apply to artificial or "local" 
sources because these are nearly always close to the surfaces they 
illuminate. These combine to produce the greatest changes in 
incident illumination near the source point and to drastically reduce 
local illumination at greater distances. The result is a familiar and 
highly distinctive illumination gradient.  

This is illustrated in Figure 3.7 with a candle suspended over a sheet 
of butcher paper. The numbered horizontal distances are equal to 
the height of the candle above the paper (about 30 cm). Horizontal 
distance in this unit is Indicated along the paper, and below each 
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marker are the relative luminous power and an estimate of the 
brightness of the surface at that distance. 

  

Figure 3.7 – Combined effect of Inverse squared distance and incidence 
angle. 

Luminous power is measured as the proportion of the light incident directly 
under the candle; brightness is estimated as the cube root of this 
illumination. 

  

The main effect is that the squared distance and cosine correction 
combine to rapidly diminish the incident light. The benchmark 
luminous power of 1.0 (100%) is incident on the surface directly 
below the candle (disregarding the shadow cast by the candle 
itself) at an incidence angle of 0º. At a horizontal distance of 1 
(30 cm) the incidence angle is already 45º and the straight line 
distance to the source is 1.4 times (42 cm). In combination, they 
reduce the incident light by nearly two thirds, to 35%. The surface at 
horizontal distance 6 (a distance from the source of 182 cm), at an 
incidence angle of about 80º receives luminous power reduced 97% 
by squared distance and 83% by the cosine correction, for a 
combined distance and foreshortening reduction of 99.6%, leaving 
an illuminance that is only 0.4% of that directly under the candle. 

Provided you use the perpendicular distance of the light above the 
surface as the unit of horizontal distance, this proportional 
dimming is an invariant appearance of local sources. You'll likely 
find that the spacing of street lights, for example, is no less than 5 
times the height of the lights, which will put the minimum light 
intensity between them at about 10% of the light directly 
underneath and produce a visual brightness that is about half the 
brightness directly under the lights. This is the relative illuminance 
around point 2 of the figure.  

Figure 3.7 indicates the approximate brightness response of the 
eye as the cube root of the relative luminous power (see p. xx). The 
much slower decline in brightness than in illumination illustrates 
our relatively greater sensitivity to light where there is less of it to 
see. Our eyes also have a much larger dynamic range (an ability to 
display contrast across a larger span of luminous power) than can 
be reproduced in the inks of a printed image. An actual candle 
observed in darkness casts visible light to a much greater spatial 
depth than the printed photograph suggests.  

By a trigonometric quirk, the relative surface brightness, calculated 
as the cube root of the illuminance, is simply the cosine of the 

incidence angle, which is just the ratio between the two lengths A 
and B. So this ratio indicates the approximate brightness of a 
distant surface as a proportion of the brightness of a surface 
directly under a light. In Figure 3.7, for example, a line directed to 
the light from point 3 has about one third the height of the same 
length as the surface normal, which suggests a brightness of 
around 33.  

  

Figure 3.8 – The era of incandescence. 

"An Iron Forge" (1772) by Joseph Wright of Derby.  

Source: Tate Gallery, London UK. 

  

One of the major artistic innovations in the European painting 
tradition was to recognize this complex and distinctive texture of 
local illumination as an aspect of representation. Before the 17th 
century, form was suggested through the modeling of 
pseudoshadow that was determined as much by the incidence 
angle to the observer as by the incidence angle of diffuse light. But 
in the Baroque, painters such as Michelangelo Merisi da Caravaggio 
and later Rembrandt van Rijn explored the local effects of light or 
chiaroscuro as a dramatic element, and "painting the light" or 
rendering the color and varied intensity of landscape or domestic 
illumination became an explicit artistic theme.  

This was sentimentalized in genre paintings by Georges de la Tour 
and, later, Joseph Wright of Derby. One of Wright's lesser known 
works, "The Iron Forge" (Figure 3.8) captures the proximity 
brightening and deep shadows of incandescent light in the context 
of rudimentary manufacture and, with the family (and family dog) 
incongruously gathered in the smithy, exemplifies the importance 
of carbon combustion as light, heat and industrial energy 
throughout human civilization. 

In the long historical span from the first agricultural settlements to 
the mid 19th century, humanity lived familiarly with the signature 
ability of oil lamps and wax candles to illuminate close surfaces 
brightly and large distances in darkened contrast — one of the 
most beautiful and unexpectedly poetic features of color 
experience, and one that the techniques of modern lighting design 
diligently strive to eliminate.  
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Standard candle 
Up to now the visible spectrum has been defined as radiation 
between λ 400 to λ 700, implying that every wavelength within 
that span is equally visible. That is only about 40% correct. The ends 
of a prism spectrum taper into darkness (see Figure 6.6) — not 
because there is no radiant power there to see but because we lack 
the ability to see it.  

This shift from the physical to the visible divides the measurement 
of radiant energy into two domains. Radiometry is the 
measurement of the full radiant power across a large part of the 
electromagnetic spectrum, usually within the optical range defined 
as radiation that both passes through and is refracted by materials 
such as glass (see Figure 2.8). Photometry is the measurement of 
partial radiant power: only within the wavelengths of the visible 
spectrum and using one or more filters simulates the dwindling 
sensitivity of the human eye at the spectrum extremes. 

Photometry measures luminous power in units of a standard 
candle. As a domestic aid the candle is an innovation of obscure 
origin, but it was refined into the familiar wicked taper by the 
ancient Romans. Along with the even older oil lamp, candles 
remained the principal source of human domestic illumination up to 
the late 19th century. Accompanying human civilization for so long 
and familiar in so many domestic applications, it was the obvious 
choice for a photometric standard as European urban 
infrastructure made the transition from candles and oil lamps to 
urban industrial gaslight and electric light fixtures.  

The earliest standard candles were actual candles, for example as 
specified in 1860 by the whaling era British Parliament to be the 
light emitted from a single spermaceti wax candle whose power 
output was defined as a fixed weight of wax consumed in one 
hour. But advances in light generation technology and an 
increasing need for precision (and the fact that different countries 
adopted different standard candles) motivated several revisions in 
the definition of a standard candle over the following century. It 
became various oil lamps, a standard pentane lamp, a carbon 
filament incandescent light, and the glow of iridium oxide at the 
temperature of freezing platinum (1768 ºC) viewed through a 
1.5 mm diameter aperture.  

As heating metals to a precise temperature is a very inconvenient 
task, the equivalent luminous power was defined in 1979 as: "the 
luminous intensity, in a given direction, of a source that is emitting 
monochromatic radiant energy of frequency 540 x 1012 hertz and 

whose radiant intensity in that direction is 1/683 watt per steradian" 
— or about 41 trillion photons per steradian per second. This is 
0.0015 watt of radiant power, and the frequency (in the earth's 
atmosphere at sea level) identifies a green wavelength at λ 555, the 
conventional human peak sensitivity to light. This standard unit of 
luminous intensity is named, after its forbearer, the candela.  

  

Figure 3.9 – The photopic luminosity function and standard candle. 

Assuming a monochromatic color stimulus of equal power (0.0015 watt) at 
every visible wavelength (gray area), the proportional brightness response 
at each wavelength defines the luminosity function (green area). 

  

What about light at other than green wavelengths? The human 
relative visual sensitivity to radiation, the photopic luminous 
efficiency function (LEF) or luminosity function, describes the 
relative brightness of monochromatic lights radiating at the same 
0.0015 watt across every visible wavelength (Figure 3.9; see also 
Chapter 5). In effect, human daylight sensitivity resembles medium 
density green sunglasses that block most of the blue and red 
wavelengths of light and transmit mostly the green middle section 
of the visible spectrum. 

If we assume that each of the 301 visible wavelength intervals 
beams the same radiant power as the standard candle at λ 555, 
then this equal energy illuminant (E, gray area in the figure) will 
have a total power of 0.45 watts. Ideally, this light would also 
produce 301 candelas worth of brightness. In fact, as indicated in 
Figure 3.9 by the height of the green area above the wavelength 
scale, every other wavelength of light produces a smaller 
brightness response to the same 0.0015 watts of power, down to 
zero sensitivity at the visual limits. As a result, the overall human 
visual sensitivity is only 39% of the peak at λ 555, equivalent to at 
most 120 candelas of luminous power.  

As we'll see later, no actual broadband or "white" source of 0.45 
watts achieves even this ideal luminous power of 120 candelas. At 
the extreme, a paraffin candle must emit a whopping 80 watts of 
power to match the luminosity of that single green wavelength, 
because nearly all its energy is emitted in the invisible infrared and 
most of the visible energy is strongly concentrated in the red part 
of the luminosity function where the sensitivity of the eye is low. 
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Geometries of luminous power 
With the geometric toolkit necessary to define location, direction, 
distance, plane area and orientation; the concepts of solid angle 
and projected area; the effects of inverse squared distance and 
incidence angle; and a standard candle that measures luminous 
power in the watts of energy per second, we can put the pieces 
together to assess the power of light in almost every physical 
situation we find it.  

The table Six measures of luminous power (next page) lists the 
various geometric definitions of luminous power with the symbol 
and calculation formula in standard candle units. The fussy "V for 
visual" subscript indicates that we are dealing with luminous 
power, not radiant power — we have dimmed the radiant power 
by viewing it through the "sunglasses" of the photopic luminosity 
function. In radiometry the corresponding quantities are denoted 
radiant flux (Φ), total radiant flux (F), radiant intensity (I), irradiance 
(E) and radiance (L). Other than a difference in the units of power, 
the measurement geometries for photometry and radiometry are 
the same. 

  

Figure 3.10 – Measuring light in space. 

Illustrating the relations among luminous flux (FV), luminous intensity (IV), 
illuminance (EV) and luminance (LV) in both light source and surfaces. One 
steradian is the solid angle of one meter area at a distance of one meter.  

  

Each measure corresponds to a specific way we think about or 
experience light, and the geometric connections among all the 
measures provide a multifaceted portrait of light. Figure 3.10 
illustrates the most useful measures in relation to a single candle 
flame. 

Luminous flux 
To measure luminous power, we essentially count the photons at 
each wavelength that pass through an aperture or interact with a 
surface within one second, multiply the total number of photons at 
each wavelength by the photon energy of that wavelength, 
discount each energy by the relative sensitivity of the eye 
(Figure 3.9) to that wavelength, then add up the energies across all 
wavelengths. This is luminous flux (ΦV), measured in the standard 
candle of luminous power, the lumen (lm). The lumen is sometimes 
denoted P, but I prefer the sibylline Greek capital phi to distinguish 

mysterious power itself from the various English capital, kitchen 
table ways it can be measured (for example, Figure 3.11).  

  

Six measures of luminous power 

 Name Symbol Candle Unit Formula 

  

Luminous flux ΦV lumen [base unit of power] 
The luminous power of radiant flux, in units of the standard candle. (Note: 
luminous power is not a consistent proportion of radiant power or watts.) 

Total luminous flux FV lumen  
The luminous power of total radiant flux. Measured as the flux incident on 
the interior surface of a completely enclosing measurement sphere. 

Luminous intensity IV candela (lm/sr-1) ΦV /ω(sr)  

The luminous power of radiant intensity. The light from a "point" source FV 
emitted into the unit solid angle (one steradian) in the direction of a given 
central ray in space. 

Illuminance EV lux (lm/m2) IV / cos(θi) ω(A) 
The luminous power of irradiance or radiant density. The cosine correction 
cos(θi) for incidence angle to the surface normal is applied to oblique 
illumination. 

Luminance LV nit (cd/m2)  
The luminous power of radiance.  ΦV / A cos(θe) ω(S) 

 luminance from source solid angle  EV / cos(θe) ω(S) 
The cosine correction for exitance angle θe is applied to the source. The 
formula assumes that the receiving surface or aperture is perpendicular to 
the central ray. The formula is valid for uniform sources up to ~6º angular 
extent (equal to a circular ω < 0.009 sr). 

 luminance of scattering surface  R EV/π 

R is the surface albedo or average reflectance. The cosine correction cos(θi) 
for incidence angle to surface normal, when averaged across all angles of 
scattering, becomes 1/π. 

 luminance of emitting surface  IV / cos(θe) S 
The cosine correction is applied for exitance angle θe to the source normal. 

Retinal illuminance T troland LV*PA 

PA is the pupil area in square millimeters. The source is centered in the field 
of view. 

  

There are two problems with the lumen that deserve emphasis 
here. The first is that we cannot use lumens to infer radiant power. 
We usually can assume that one of two equivalently constructed 
light fixtures, such as two incandescent light bulbs, is emitting 
more energy because it is brighter. But if we compare the very 
dissimilar but equally luminous monochromatic standard candle 
with a typical wax candle, we find a ratio between their radiant 
powers of 1 to 53,000. Same brightness, but very different power. 
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Lumens per watt is the rating given to commercial light fixtures that 
attempts to mend this deficiency.  

The second issue is that we cannot use brightness to judge 
luminous power, either. The apparent brightness of a source is 
determined both by the luminance and by the hue purity of the 
light. A highly saturated or monochromatic source appears to have 
a chromatic brilliance that is not the brightness measured in lumens 
but is very easily confused with it (p. xx). A strongly saturated light 
can appear to observers as "bright" as a white light even though 
the saturated light emits substantially fewer lumens. For now, we 
avoid these issues by assuming that lumens represent the 
brightness power of a broadband "white" light. 

The metameric confusions of trichromatic color vision (p. xx) make 
it possible to engineer sources that produce more (and more 
luminous) photons from fewer watts — especially when the light 
appears to be "white" or achromatic. Energy saving LED light 
fixtures eliminate the watts consumed through a more efficient 
and continually refreshing diode and by eliminating the unwanted 
infrared radiation that constitutes around 90% of the energy 
emitted by a 20th century incandescent light bulb. (You can fry an 
egg on one.) The diodes emit their power entirely within the visible 
range (see Figure 2.6, middle) and can be combined to mix an 
approximately "warm white" that is a creamy version of 
candlelight. Same brightness, same chromaticity, but very different 
operating power requirements. 

Total luminous flux 
The most basic measure of a source is all encompassing: the total 
luminous power it emits in all directions in one second. This is the 
total luminous flux (FV) of the source, measured in lumens. 

Total luminous flux is not a visual attribute: it is geometrically not 
light measured by an observer or instrument at a single viewpoint. 
The definition implies that we place the source point at the center 
of a sufficiently capacious, omnivident measurement sphere 
(Figure 3.2) and record the light falling on its entire interior surface. 
But implementing that measurement geometry is not a simple task.  
Artificial sources, especially directional ones, are assessed with a 
goniophotometer, a photometer that takes light measures from all 
points along a semicircular track and rotates the track to measure 
the source through all directions of its beam of emitted light. If we 
don't care about beam structure, the source is placed inside an 
integrating sphere with a highly scattering "white" surface, and the 

interior glow is measured through a baffled opening and compared 
to the glow from a standard lamp measured in the same device.  

In natural sources such as the sun, total luminous flux is estimated 
from measurements taken at different locations and distances, for 
example the sun measured from different phases of the eleven 
year sunspot cycle, with corrections made for various instrument 
and observing limitations. With both natural and artificial sources, 
estimates of total luminous flux combine, adjust or extrapolate 
from limited or indirect measures, making the outcome value 
inherently imprecise.  

Total luminous flux represents the power output of the source 
without any qualification of location, direction, distance, area or 
orientation. However, we can observe the equivalent of total 
luminous flux as a source shining within an enclosure — as the light 
on the walls, floor and ceiling when a single candle or bare light 
fixture illuminates an empty room. We adjust this indirect 
appearance of luminous flux with a rheostat or dimmer switch to 
make the illumination within the room "softer" or brighter. 

Luminous intensity 
Light sources such as a candle or a naked light bulb can radiate 
nearly equally in all directions. But we are usually interested in light 
radiating from a source only in a specific direction, usually our 
direction. This imposes a "beam" or directional attribute on 
luminous power. This is measured as luminous intensity (IV), 
defined as power radiating uniformly from a source point into a 
steradian solid angle and measured in the standard candle of 
projected power, lumens per steradian (abbreviated lm/sr or lm sr–1) 
or candelas (cd): 

 IV (candelas) = ΦV / ω(sr). 

Note that luminous intensity is the geometric definition of the 
standard candle; the candela (not the lumen) is the base unit of 
luminous power adopted in the International System of Units (SI). 
Recall also that power already incorporates the dimension of time: 
we are now constraining power through a geometrical definition of 
space.  

Luminous intensity is an inherent beam attribute, in the same way 
that luminous flux is an inherent source attribute: it is flux density in 
proportion to a solid angle. Nothing about objects receiving 
illumination or observers perceiving luminance is implied in the 
geometry. We measure the angular area concentration or density 
of outbound luminous power without specifying where it ends up. 
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However, the steradian solid angle and its central ray must limit 
where the power is headed: luminous intensity quantifies the 
relative concentration of power within a beam aimed in a specific 
direction. This is different from total luminous flux, which measures 
the total power flow without specifying anything about how it is 
radiating in space.  

Luminous intensity depends both on the amount of power (ΦV) 
emitted into a solid angle and the size of the solid angle relative to 
one steradian. By reducing the solid angle, we increase the 
luminous intensity even though the flux passing through the beams 
remains the same. For example, very low power lasers are very 
intense because they concentrate their modest power output into 
an extremely narrow solid angle of around 4x10–6 steradian. 
Although a 0.005 watt green laser emits only about 3.4 lumens of 
monochromatic power, it produces a luminous intensity of about 
13.6x106 (13.6 million) candelas.  

However, if we assume that a source radiates approximately 
uniformly, like the sun or most light bulbs, we can infer that the 
total luminous flux must be 4π (the surface area of a sphere in 
steradians) times its luminous intensity in any direction. So one 
candle emits about 12.6 lumens of luminous flux (Figure 3.9) and 
the sun's total luminous flux is likely around 38 octillion lumens. 
Reciprocally, a source radiating uniformly in all directions will put 
FV/4π candelas into any specific steradian solid angle. Finally, if we 
take a source radiating uniformly at 1 candela per steradian, and 
place a reflector cone behind it to create a directed, one steradian 
beam, it becomes a source radiating 12.6 candelas. This illustrates 
the importance of reflectors in sources such as ceiling fixtures and 
automotive head lamps to amplify luminous intensity without 
requiring an increase in luminous flux.  

Luminous intensity is entwined with the earliest forms of visual 
photometry, which equated sources by matching the apparent 
brightness that the lights produced on a reference surface at a 
measurable distance. The distances of the lights to their surfaces 
provided the inverse squared distances necessary to calculate 
relative luminous intensity. This method was first described by the 
Brussels Jesuit scholar François d'Aguilon in his Six Books of Optics 
(1617); and the French naturalist Pierre Bouguer mentions (in his 
Optical Essay on the Gradations of Light, 1729) that he used it to 
assess the brightness of the moon relative to the light of a single 
flame.  

The method devised by Count Rumford in the 1790's is more 
effective because it relies on matching brightness contrast — an 

easier visual task than matching brightness itself because our color 
vision is based on contrast perception. He placed two burning 
candles, lamps or other sources in front of a sheet of paper 
mounted on the wall of a dark room, so that a small cylinder of 
wood placed about 5 cm from the paper would cast shadows from 
the two sources side by side. One of the two sources was moved 
farther or closer to the paper until the two cylinder shadows 
appeared to be equally dark. In this configuration the ratio of the 
real luminous intensities of the sources is equal to the ratio of the 
square of their distances to the paper. Rumford elaborated this 
concept with a small, blackened viewing box, adjustment screws, a 
translucent glass viewing screen and metric rails on which the 
sources could be moved and distances measured precisely, and 
named the apparatus a photometer. Similar methods of visual 
photometry were used to measure luminous intensity well into the 
20th century see Figure 7.12). 

  

Figure 3.11 – Basic visual photometry. 

A tea candle measured with the Rumford method: it produced only 13% of 
the standard candle light. String is used to align the candles at equal angles 
to the reference surface, and a laser pen is used to cast the shadow. 

  

Figure 3.11 illustrates the setup on my kitchen table to measure a 
tea candle against a dinner table taper used as the standard candle. 
Two lengths of string define equal angles to the center of the 
reference surface; the width of the shadowing object and its 
distance from the reference surface are chosen so that the inner 
edges of the two shadows barely overlap. The relative distance of 
the two sources where they produce equivalent shadows indicates 
that the tea candle, with a much thinner wick, has only one tenth 
the luminous intensity of my standard dinner table taper.  

I also repeated Bouguer's lunar measurement using the Rumford 
method, this time with a horizontal shadowing bar and a reference 
surface tilted to produce an equal incidence angle from the 
terrestrial candle and celestial orb, and found that a full moon (at 
22:30 on October 31, 2020 from my home at 38º north latitude) 
produced an illuminance of about 0.2 candle (lux). My color vision 
was still active, and I found that a yellow Wratten filter helped to 
neutralize the pretty sky blue hue of the candle shadow. 

These simple demonstrations illustrate that the intensity of two 
lights is most accurately judged visually by the relative darkness of 
their cast shadows over an area illuminated by them both. 
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Conversely, it means that the relative brightness of two lights can 
be suggested in an artistic image by relative shadow darkness: 
brighter lights cast darker shadows. 

Illuminance 
Although luminous intensity defines the directional and uniformly 
projected quality of luminous power from a source point, it lacks 
the spatial quality of light incident on objects in space. Illuminance 
(EV) is the "light shining on this area" quality of luminous power, 
measured in the standard candle of incident light, lumens per 
square meter (lm/m2) or lux.  

If we define the surface receiving light as the unit square meter at a 
unit distance of one meter, then the surface or aperture solid angle 
equals 1 steradian, so that EV (lux) = IV (candelas). We've equated 
the power of luminous intensity with the power it transmits onto a 
receiving aperture or surface (Figure 3.10). 

As a quantitative example: the sun has an estimated luminous 
intensity of about 3x1027 candelas, and one meter on earth defines 
a solid angle from the sun of about 4.5x10–23 steradian, implying a 
peak (summer noon at the equator) solar illuminance of about 
134,000 lux. Illuminance measures the work that the power can 
potentially do at the surface: the same geometry applies when we 
measure irradiance or incident radiant power as the watts per 
square meter familiar to climate scientists. 

Illuminance defines a local, surface flux density without reference 
to a source, the source luminous intensity, or its distance from the 
receiving surface. We measure the total luminous power (ΦV) 
incident on a plane area (A) and ignore how far away the source (or 
multiple sources) may be and their various incidence angles: 

 EV = ΦV / A. 

This is the geometry behind the wide field light meter, lux meter or 
illuminance meter that lighting engineers and interior designers 
use to measure illuminance. An electronic photosensitive chip is 
mounted underneath a small diffusing dome of white glass or 
plastic that averages the light arriving from all directions, and 
passes that light through a "green" filter that simulates the human 
luminosity function (Figure 3.9). The meter is held at a specific 
distance from a light source, or placed facing upwards on a surface, 
and the luminous power incident on the CCD chip yields an electric 
current that is calibrated to a known quantity of lumens. Dividing 
by the area of the chip gives the illuminance.  

Of course, if we are interested in the power arriving from a single 
source into the area of a specific surface or aperture, and we know 
the distance between them, then the Illuminance can be calculated 
from the source luminous intensity and area solid angle as viewed 
from the source: 

 EV (lux) = IV  (r2 / A) 
 EV (lux) = IV / ω(A). [with cos(θi) if necessary 

In this case, the cosine correction for the incidence angle θi from 
the surface normal should be used if we want to calculate 
illuminance from an oblique source, such as the illumination from a 
ceiling light fixture that is not directly above a kitchen counter, or 
the illuminance from the sun depending on its zenith angle. Again, 
this correction can be omitted if the incidence angle is 10º or less 
(cf. Figure 3.4). 

Illuminance is key to our visual interpretation of light in space and 
(as I explain in Chapter 11) it can have a far greater effect on our 
perception of light and dark surfaces than the whiteness or 
blackness of the surfaces themselves. For these reasons it merits 
special attention. 

The table Nine decades of illuminance suggests benchmarks and 
mnemonic labels for illuminance levels across the range of natural 
illumination and the resulting luminance scattered from a sheet of 
white paper. These values are very approximate and the exemplar 
settings only suggestive because natural and artificial light sources 
vary by a considerable amount — as SUN light from summer to 
winter, or HOME light from one family to the next. The table is also 
incomplete at the low end, where human light sensitivity can 
respond to illuminance levels as low as 0.00001 lux, equivalent to 
an overcast and moonless midnight or the light from a single bright 
star. Even so, just within the range from noon sunlight to full 
moonlight (below which many people find it too dark to walk 
confidently in an unfamiliar environment), illuminance varies by a 
factor of about 1 million.  

The table suggests that humans prefer dim light. At night, domestic 
lighting pr0vides roughly 100 times the light of a single candle and 
is 1/1000th the light of the sun. And during the day, human 
habitations provide an obvious but easily overlooked benefit: they 
all give shade from the sun.  

At the same time, humans have an aversion to the proximity 
brightening and cast shadows that result from interior lighting; the 
nearly uniformly scattered light from an overcast sky, which casts 
no shadow, is considered ideal. The traditional solution has been 
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multiple light sources equipped diffusing shades. Modern lighting is 
designed to efface the irregularities in illumination caused by single 
local sources, and light fixtures minimize the directed quality of 
illumination through the use of large diffusing light panels, lamp 
shades or wide area reflectors. Architectural designs contrive 
combinations of window and artificial lighting to soften or 
eliminate shadows as far as practicable.  

  

Nine decades of illuminance 

  illuminance luminance (nits) of a 
 level (lux) white paper exemplar setting 
   [source luminance] 

  

GLARE >100,000 >30,000 [light produces visual discomfort] 

. . . . . . . . . . 

SUN light 100,000 30,000 [2x109] direct noon sunlight (1361 W/m2);  
   strong surface contrast even in  
   dark surfaces (charcoal, coal)  

SKY light  10,000 3000 [1600] noon skylight; tree or building  
    shadow light 
  

TASK light 1000 300 mid morning daylight; stadium  
   light, forest shade, surgical light 

HOME light 100 30 dark overcast; domestic interior  
   light 

REST light  10 3 sunrise/sunset; nap light, all colors 
    muted 
   

CANDLE light 1 0.3 [4000] twilight; single candlelight, greens  
   and blues darken 

MOON light 0.1 0.03 [3140] full moonlight (.0021 W/m2); lower  
   end of photopic sensation,  
   shadows deepen, objects obscured 
. . . . . . . . . . 

DARK < 0.01 <0.003 moonless starlight; darkness 

Note: See Chapter 20 (p. xx) for discussion of this table. Values rounded for clarity. 

  

The primary visual property of illuminance is that it has no visual 
property: it is invisible to the eye. Light is only visible if it passes 
through the eye pupil, but illuminance is the light that has gone 
everywhere else — onto surfaces around us. Poetical "shafts of 
light" (Figure 3.1) appear because the light is reflected from 
particles of smoke, dust or water vapor in the air.  

Most illuminated surfaces are highly scattering, and scattering 
destroys a source image just as reflection preserves it. Outdoors, 
we easily infer the direction and height of the sun from cast 
shadows and self shadowing (shadows on the side of an object 
turned away from the light). Artificial illumination, in contrast, 
strives to leave only the minimal shadows necessary to indicate the 
shape of objects.  

The phenomenological status of illuminance has been a point of 
contention in color research. Clearly, we observe a difference in 
illuminance between noon or twilight, sundeck and cellar, bedroom 
and kitchen light. Some argue this is because illuminance is directly 
visible: when you open naive eyes to see an isolated sheet of white 
paper, you know immediately by the appearance of the paper 
approximately how much light is falling on it. Others claim it is not 
visible from the average luminance but is inferred from luminance 
variations across an entire scene.  

As I've said, we cannot perceive illuminance directly, and for a 
purely geometrical reason. And what we observe as scene 
illuminance is not the interpretation of luminance variations, which 
are always relative to the average luminance, bright or dim. 
Instead, our sense of environmental light is anchored in our 
familiarity with the numerous ways that illuminance and luminance 
adaptation alter color experience. 

Most of these changes appear through various forms of setting 
contrast — foremost, the intrinsic appearance of "white" or 
brightest surfaces; but also the variety of grays perceptible 
between white and black, the depth or clarity of darks, the visibility 
of objects in shadow, as well as the chromatic contrast or 
colorfulness of familiar material surfaces, the visible texture of 
surfaces or the legibility of print in central vision, and so on.  

  

Figure 3.12 – Day for night. 

An original photographic image exposed in daylight illuminance, and as 
reprocessed and revised to simulate the visual cues associated with low light 
illuminance. 

Source: Boston Public Library, Tichnor Brothers collection. 

  

It's relevant that we can and do interpret the illuminance in a 
photographic image from the same cues, independent of the 
luminance from the document itself or the illuminance of the 
original scene, a fact exploited in the cinematographic techniques 
of "day for night" or stopping down a camera or print exposure 
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and color processing an image to simulate nighttime illuminance. 
Analogous techniques can be applied to print images, and we easily 
recognize the difference in illumination implied even when the 
simulation verges on caricature (Figure 3.12).  

We utilize as many of these cues as are available within the setting 
and, interpreted globally and holistically, they represent 
illuminance through the relative adaptation cues in the setting. 
Adaptation in turn depends on the secondary attribute of 
illuminance — the luminance of scattering or emitting surfaces — 
which is the only visual quality of light. 

Luminance 
Luminous intensity is light beamed into space without regard for 
where it ends up; illuminance is light on a surface without concern 
for whence it came. From the perspective of the observer, each is 
geometrically incomplete.  

Luminance (LV) is the measure that unites the two as a single 
candle. This new candle is one lumen emitted from a one square 
meter surface onto a one square meter surface at a distance of one 
meter. It is in effect the flux intensity of the flux density. This new 
standard candle is variously denoted as lumens per steradian per 
square meter (lm/m2 sr–1), or candelas per square meter (cd/m2), or 
(my preference) the unreasonably disparaged nits. 

Luminance is the specific luminous power or geometry of light that 
creates a projected image — which means, in color experience, the 
sensation of brightness and the perception of lightness. It is the 
fundamental attribute of every color stimulus. However, as Gunter 
Wyszecki and Stanley Stiles observe, luminance is "the more 
complex quantity of the major photometric quantities." Our task is 
to clarify what a nit of luminous power actually measures.  

Source luminance 

Let's start with the most obvious example: we look directly at an 
emitting source — for example, the moon or a ceiling light fixture. 
Figure 3.13 shows this simplest form of luminance geometry: the 
luminous power incident into the area A of a receiving aperture 
through the solid angle ω(S) of a source "viewed" from the 
aperture plane, assuming the central ray between source and 
aperture is normal to both. We write this geometry as: 

 LV (nits) = ΦV / ω(S) · A . 

Because illuminance is just raw lumens per square meter, or ΦV / A 
(p. xx), we can divide the receiving surface or aperture area into 
the illuminance from the source we are measuring, which results in: 

 LV (nits) = EV / ω(S) [with cos(θi) if necessary 

Importantly, we reduce the actual, physical dimensions of the 
source area to the solid angle of a projected area, and we measure 
illuminance as the work done by the luminous power on a sensor at 
the aperture. This means we perceive luminance in angular 
dimensions only (p. xx), separate from any knowledge of the 
source size or distance. The cosine correction for exitance angle is 
not required because this is already represented as the solid angle 
of the projected area of the source; but we may require the cosine 
for incidence angle (θi) to represent foreshortening of the surface 
or aperture receiving the light.  

  

Figure 3.13 – Source luminance. 

Luminance geometry as the illuminance into an aperture area from a source 
solid angle. Measures of the source distance, physical area and luminous 
intensity are not required. 

  

This formula is used with sources we can only measure visually (or 
optically) or sources of an unknown or undefined distance, such as 
the sun or sky. Let's try some examples. The sky has no actual 
surface, but we know that it emits a noon illuminance of around 
10,000 lux (previous table) and has a hemispherical solid angle of 
2π, so its average luminance is around 104/2π or 1600 nits.  

The sun forms a circular source with a solid angle of 0.000065 sr 
(p. xx) and, with a peak illuminance of 134,000 lux, will have a 
luminance of around 2.1 billion nits. Given the illuminance value of 
~0.2 lux that I measured for the Halloween moon, its luminance 
would have been LV = 0.2/0.000065 or 3080 nits. Note that the 
moon with a peak luminance of about 3100 nits is roughly twice as 
bright as the sky at 1600 nits: the moon is clearly visible against the 
sky background during the day. Doubling or halving the luminance 
generally has a noticeable but not drastic effect on brightness, for 
example as illustrated in Figure 3.6 as the difference between steps 
0 and 1 of the candle illumination. So although the gibbous moon is 
distinctly brighter than the sky, it also curiously appears to be 
painted on the sky rather than shining through it. 

We can of course calculate the source solid angle from a known 
source area and distance. For example, the flame of a dinner candle 
has a physical surface area of about 1 cm wide by 2.5 cm high or 
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0.00025 square meters, which will also be its solid angle in 
steradians at a one meter distance. If the candle illuminates a one 
meter surface at a one meter distance, then its illuminance at the 
surface will be one lux, and its luminance will be LV = 1/0.00025 or 
4000 nits.  

Because the luminous power is measured as illuminance into the 
area of the local aperture, we don't need to know the luminous 
intensity of the source. That is, the luminance will be the same 
whether the light arrives as a beam of the aperture diameter, or the 
aperture samples a steradian wide beam of uniform but 
proportionately greater intensity. Luminance is a useful form of 
perception simply from the aperture grasp of illuminance, but to 
make a secure inference about the intensity of the physical source 
itself we must usually sample the solid angle intensity from 
different viewing locations. 

These facts determine the standard design of a focusing light meter 
or luminance meter. This is essentially a photometer fitted with an 
optical system (an aperture; a focusing mechanism, since blurry 
images are fainter than crisply focused ones; and a magnifying focal 
length to vignette the source separate from its background). The 
optical system images a specific angular extent or "spot" solid 
angle onto a photosensitive array, again using the "green" 
photopic filter (Figure 3.9) and often with stepped neutral filters or 
aperture settings that permit the chip to measure a wider 
luminance range. Cameras are themselves luminance meters, 
recording luminance as the density of a film emulsion or the flux of 
electric current from the pixels of a CCD. In fact, consumer digital 
cameras can be repurposed as imaging luminance meters 
(cf. Figure 3.14).  

Scattering surface luminance 

By far the important form of luminance in color experience is not 
our direct view of light sources (other than the sky, moon, 
computer screens, video displays, retail and traffic lights) but the 
greatly darkened reflection of illuminance produced by scattering 
surfaces. Then the luminance described in Figure 3.11 still applies, 
but is calculated as the luminance LV produced by illuminance EV 
normal to a uniformly scattering surface, as: 

 LV (nits) = R · EV/π  

where R is the albedo or average reflectance of the surface (p. xx). 
Thus, the luminance of an optimal "white" surface (R = 0.98) 
uniformly illuminated by 1 lux is about 0.31 nits, and the luminance 

of a black surface (R = 0.03) is around 0.01 nits (cf. Figure 3.10). We 
don't have a new standard candle but a fraction of one.  

The scattering definition of luminance interprets surfaces as 
illuminance mirrors — albeit cloudy mirrors (that scatter light) and 
bright or badly tarnished mirrors (depending on the albedo). This 
combination of metaphorical haze and tarnish means that material 
surfaces drastically reduce or filter the illuminance available to the 
eye. As noted in Chapter 1, assuming the albedo of a medium gray 
surface (R = 0.2), we find that surfaces on average reflect to the 
eye only 0.2/π or 6% of the illuminance. This fractional luminous 
power serves as the standard gray or average luminance of scene 
materials under uniform illumination. 

The cosine correction for foreshortening is calculated across all 
directions of scattering (directions of view onto the surface), and 
its average value is 1/π, so scattered luminance holds for most 
observing angles (although the correction may have been 
previously applied in the calculation of illuminance EV from oblique 
illumination). As explained above, the visual area of these weak 
rays toward the observer is also reduced by the foreshortening of 
the surface, which compensates for the reducted flux quantity. 
Most material surfaces do not become noticeably brighter or 
darker depending on our viewing angle as we move around them.  

This calculation also applies to the brightness of the image from 
overhead or video projectors. These range in rated light output 
from about 1000 to 3500 lumens, and throw a beam of about 0.25 
sr, which implies a luminous intensity as high as 14,000 candelas 
and an image luminance, on an optimally reflecting screen (R = 
0.95) from a projection distance of 6 meters, of around 100 to 370 
nits.  

Image attributes of luminance 

Τhe fact that we can detach the source area from a real distance in 
space, and transform the source dimensions into a wholly visual (or 
optical) projected area, means that luminance defines the image 
property of light between source and receiving area. To anchor this 
image interpretation, going forward I will refer to the receiving 
area of luminance as an aperture.  

Returning to Figure 3.13, the key difference between luminance and 
luminous intensity or illuminance is that luminance defines a 
reciprocal relation between the aperture and source areas. 
Multiplying the source solid angle by the aperture area transforms 
the conical solid angle into a new conduit for luminous power, a 
light frustum or truncated light cone (yellow area in Figure 3.13). 
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This frustum or bundle of light has an explicit physical 
interpretation: it contains all the photons, light rays or visual rays 
that the source and aperture have in common. Luminance is the 
union of the two as a unique and physically limited collection of 
shared rays, where every light ray is also a visual ray. And rays 
within the frustum do not have to be parallel: they only must lie 
entirely within the frustum, end to end. This means, among other 
things, that we can measure luminance as the frustum of rays 
leaving the source, or arriving at the aperture, and get the same 
result.  

We can also reverse the frustum of Figure 3.13 and define 
luminance as the aperture solid angle (the eye pupil or camera lens 
viewed from the source point) multiplied by the source area. 
However, this can only be done if we know the distance to the 
source and the physical dimensions of both the source and the 
aperture, and this is information that an observer cannot extract 
from the image itself. You cannot, as you read these words, detect 
the size of your eye pupils; you cannot deduce, by looking at a 
photograph, what was the aperture of the camera that took the 
picture or its distance from the subject. The source centric 
definition of luminance is therefore not an intuitive description of 
luminance as a visual attribute. 

The concentrically expanding, wave behavior of light 
(demonstrated in Figure 2.3, p. xx) causes each point of the 
aperture to receive photons from every point on the surface of the 
source. This is represented in Figure 3.13 as the green solid angle 
ω(S), the light cone from the entire source as "viewed" from a 
single aperture point. This single point is itself an image of the 
source because it receives unique light rays from every unique 
point on the source area. Dividing the luminous power by A 
distributes the total power across every image point. As a result, 
we don't change the content of an image, only its brightness, when 
we enlarge or reduce a camera stop or our eye pupils. 

Luminance is altered in consistent ways when the area of source or 
aperture is changed. Assuming that both the distance between 
source and aperture and the net luminous power (ΦV) passed 
through the aperture remain the same, then: 

• Luminance increases if either the aperture is made smaller (the 
same luminous power is concentrated into a smaller area, 
increasing flux density or EV) or the source area is made smaller 
(the same luminous power is compressed into a smaller solid 
angle, increasing the flux intensity IV).  

• Luminance decreases either if the aperture is made larger (a 
larger area is necessary to collect the same luminous power) or 
the light is emitted from a larger source area (the intensity is 
diluted across a larger solid angle).  

A few misconceptions can creep in here. If we make the source 
area smaller by placing a reducing screen in front of it to block out 
some of the light, we do not increase the luminance, because we 
have reduced the illuminance — the net luminous power (ΦV) 
arriving at the aperture — by the same proportion as we have 
reduced the solid angle or visible surface area of the source. In the 
same way, we do not decrease luminance by enlarging the aperture 
if the aperture becomes larger than the incident beam, such as a 
laser. Finally, as mentioned earlier (p. xx), luminance remains 
constant as the distance of the source changes. This is because the 
solid angle defined by the source and the power received by the 
aperture decrease or increase equally with inverse squared 
distance.  

Aperture illuminance 
The effect of aperture on the luminous power entering the eye has 
a practical importance because the reactive human eye pupil varies 
its area in large part according to the candelas shining into it. (Your 
pupils will also dilate if you examine something intensely 
interesting to you.) Bright light quickly contracts the pupil into a 
very small size, darkness relaxes the pupil to a large size, changing 
the pupil area from ~3 mm2 to 40 mm2 or more.  

These changes in pupil area alter both the quantity of light that can 
actually enter the eye and the ƒ-number or focal ratio of the eye. 
Pupil size therefore can be a nuisance source of variation in color 
research.  

Pupils are sometimes standardized by vignetting the observer's eye 
with a small reducing screen or optical exit pupil. More often the 
pupil size is estimated from anthropometric tabulation of average 
eye pupils adapted to an environmental range of illuminance values 
(p. xx).  

These normative values can be used to specify illuminance in terms 
of the aperture area, but a derivation based on the standard candle 
results in lumens as a cumbersome decimal. The range of pupil 
areas is small, so the measurement units are redefined as one nit 
emitted from a 1 meter square area into an aperture of 1 mm2 at a 1 
meter distance, calculated as luminance multiplied by the pupil area 
(PA) in square millimeters, which (at one meter) is just the pupil 
solid angle: 



 Color stimulus 18 

 PEV (trolands) = LV · PA mm2 . 

This defines a new standard candle, the troland, equal to one 
millionth of one lumen. This is extremely faint: we have moved our 
standard candle from a 1 meter distance to a one kilometer 
distance. Looking into the standard candle from one meter with 
eyes dilated to around 16 mm2, the 4000 nits becomes 64,000 
trolands, or 0.06 lumens. The low lumens assures that the candle 
safe to look at directly, for example to observe how air currents 
tussle with its smoke chimney, but the high number of trolands 
implies it will appear quite bright.  

PEV is termed retinal illuminance, although it is not the actual 
illuminance on the retina, which must be specified in terms of the 
number of photons incident on photoreceptors (p. xx).  

Pupil size does affect the global light sensitivity we experience as 
environmental brightness, as anyone who has had a pupil dilating 
eye exam will attest. However, luminance adaptation involves 
many more factors than pupil size, and both pupil variations and 
the transparent media of the eye vary across individuals and across 
the age of any single individual. The troland is at best a rough 
estimate based on the tabulated average of individual color vision 
responses. 

Validity of photometric quantities 
The geometry presented so far is congenial to the design of light 
meters and the estimates of light inside closed structures. The 
mathematical expressions of the various geometrical definitions 
work as designed to produce quantities of light from other 
quantities of light — nits from lux, lux from candelas, solid angles 
from surface areas, cosines to correct for foreshortening. This 
implies a rigor and precision that is not usually the reality. 

  

Figure 3.14 – Luminance photograph of a candle flame. 

Variation in the luminance of a natural light source, imaged with an LMK 
luminance measuring camera.  

Source: Anders Thorseth, reproduced under Creative Commons A-SA 4.0 
(2019). 

  

A chief problem is that sources are themselves quite complex. The 
brightness of the sun depends on its zenith angle, of the moon 
depends on its phase. The sky varies in luminance from the dark 
zenith to the bright horizon or the extended search for a uniform 

standard candle illustrate the difficulty of establishing a simple and 
easily replicated photometric exemplar.  

Figure 3.14 is a luminance photograph of a candle flame, and 
illustrates that its luminous intensity varies by two orders of 
magnitude across the source area of the flame. Although the 
different luminance bands from 100 to ~20,000 nits, if weighted by 
angular area and averaged together, might approach my estimate 
of 4000 nits, the point is that luminance is complex and irregular 
within any source area. This is, of course, because luminance is the 
image of a source, and sources (whether candle flames, lamps or 
reflecting surfaces) usually have a complex structure and projected 
beams. This complexity is why light is so informative about the 
world. 

A second problem is the measuring instruments themselves. This 
came up in the measurement of luminous flux with 
goniophotometers and integrating spheres, devices that can be 
complex and quite expensive. It is a sobering experience to watch 
the values of an illuminance meter fluctuate with the slightest 
change in the location or orientation of the instrument, or discover 
the very large range of luminance values that reputable references 
assign to common sources such as the moon, sky or a candle flame. 
Roy Berns describes the painstaking procedures necessary for the 
accurate industrial measurement of color and the sizeable variation 
in results that still occur. These difficulties are compounded by the 
equally large variation in the light sensitivity of different observers. 

The geometrical approach to light, although a simplification 
necessary for practical measurement, cannot capture the fluid and 
continually varying character of light in color experience. 
Daylighting analysis is an evolving and increasingly useful design 
tool in architecture and light engineering, and the calculations that 
render CGI imagery in videogames and cinema special effects are 
highly sophisticated and computationally painted works of art. But 
the guiding principle is that environmental light is difficult to 
measure, and digitally rendered two dimensional images cannot 
match the impact of natural luminous power displayed in resonant 
architectural spaces like Bourges cathedral, perhaps the most awe 
inspiring interior of High Gothic architecture (Figure 3.15).  

  

Figure 3.15 – Bourges cathedral, nave interior. 

Source: Livo Andronico, reproduced under GNU Free Documentation License 
(2016). 
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Even as a prunelike printed image — shrunken, darkened and 
grayed — we observe that each stone surface eloquently testifies 
to the light scattered from interior surfaces around it, to their 
relative distances, and to the overall illuminance that must 
originate either in the scattering sky or the brilliantly emitting 
surface of the sun. The entire light panorama appears within the 
depth and enclosure of three dimensional space, accented to the 
eye by the evenly spaced columns and the staging of wall and 
window within the nave. These light variations, including the lovely 
change in chromaticity between nave and choir, are too complex to 
analyze, much less reproduce, with the simple geometrical 
concepts we have been using.  

We're left with the numbers, and these observations suggest 
rounding three digit photometric values to the nearest increment 
of 10, four digit values to the nearest increment of 100, and so on. 
Not only is greater precision generally unreliable, but rounding 
errors of that size will be unnoticeable to observers.  

Phenomenology of luminance 
Luminance is the form of luminous power that allows us to pivot 
from the physical behavior of light as radiant energy in space to the 
subjective impact of light as image. As imaged light is the only form 
of light available to color vision, luminance is the unique currency 
that permits the exchange of physical quantities of power for the 
experiential qualities of consciousness.  

Because we use a different geometry to describe light at the two 
ends of the luminance frustum, luminance straddles two realms. It 
is remarkable that this reciprocity also means that luminance is 
physically ambiguous. Apertures receive power as illuminance EV at 
the surface defining the aperture, but luminance LV is the 
illuminance normalized on the source solid angle, EV / ω(S). This 
solid angle can be measured as an angular area within the image 
without any knowledge of the linear elements of the real space — 
source area, source distance and aperture area — which means we 
cannot tell how far away something is by how intrinsically bright it 
appears to be. In addition, moving a source farther from an 
observer does not change its luminance at all, because the inverse 
squared distance change in the aperture illuminance is exactly 
matched by a reduction in the source solid angle. The "brightness I 
see" aspect of luminance as an angular area of the observer's visual 
field is independent of absolute spatial quantities.  

We usually disambiguate brightness through innate or learned and 
unconsciously deployed inferences. Many of these are anchored in 

image attributes such as the unpleasant sensation of glare, the 
appearance of afterimages, and by flare or scattered light around a 
source image — a cue that also applies to photographs where 
luminance is only from the reproduction. Others are anchored in an 
implicit perception of the "power that can do work on the retina" 
as a continuous assessment of our visual sensitivity (luminance 
adaptation), the brightness relative to other sources in the visual 
field, and the characteristic luminous intensity of recognizable 
physical sources. Thus we can perceive that car headlights or 
streetlights are both intrinsically bright and also faint because far 
away. We can see both brightness and faintness in the same visual 
stimulus. 

It is a cliché to emphasize that sensations of brightness or 
perceptions of lightness are only relative. Most of us have learned 
that a porch light that is quite bright at night may be unnoticeable if 
left on during the day. But this distracts from the more basic point 
that luminance is the guarantee of a physical, direct connection 
between a real source and a living consciousness. Any attempt to 
separate real space from the visual field assumes a false dichotomy. 
The contrasts of light versus dark, object versus observer, power 
versus brightness, originate in and are united as the source versus 
aperture polarity of luminance itself. Even relativistic brightness is 
literally the visual sensation an energetic union between real space 
and consciousness, a mutual affirmation of the existence of both 
observer and object in every moment of time. 

In the ancient Greek conception of vision, the eye was fashioned by 
Aphrodite (the goddess of Love) and lit with a fire that emanated 
from the eye to illuminate the world. This extramission theory of 
light is now routinely disparaged in favor of the modern 
intromission theory that requires that the world sends light into our 
eyes. But this dismissal is uninformed: we now understand that the 
luminance frustum must be anchored at both ends, a reciprocal 
relation that can be defined with equal accuracy as a light ray or a 
visual ray.  

In many optics texts the light frustum, especially when it is narrow 
or nearly cylindrical, is termed a light pencil. This term, coined in 
1829 by the Irish optical theorist Henry Coddington, is an unwitting 
pun on pencil, the Victorian era term for a watercolor brush. We can 
say this about luminance: with pencils of light, the world paints 
itself to our light enamored sight. 

 



 



Light as power 21 

 

Figure 3.1 

  



 Index 22 

 

Figure 3.2 

  



Light as power 23 

 

Figure 3.3 
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Figure 3.6 
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Figure 3.10 
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Figure 3.11 
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Figure 3.12 
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Figure 3.14 
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Figure 3.15 

 


